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Abstract 
Processes around student load management within Australian Universities are rapidly 
evolving. The efficacy of student load predictions has significant consequences on planning. 
Accordingly, institutions are increasingly interested in improving load prediction methods and 
understanding their accuracy. Flinders is seeking to develop better methods of predicting 
load that reduce risk. This paper discusses alternative statistical modelling methods and 
their appropriateness for use in predicting multiple components of student load. Through the 
application of real historical data, this paper specifically investigates and evaluates a method 
of predicting commencing undergraduate student load, based on applications. 

Introduction 
In response to recommendations made in the Bradley Review of Australian Higher 
Education (Professor Denise Bradley, Noonan, Nugent and Scales 2008), the Australian 
Government is aiming to increase the rate of higher education attainment. By 2025, the 
Government hopes to reach the target of 40 per cent of all 25 to 34 year olds holding a 
bachelor level qualification or higher (Australian Government 2009). 

In order to achieve this goal, Commonwealth Grant Scheme (CGS) funding will be based on 
demand, will have no cap. Naturally, universities will be more competitive in the new 
environment. While Flinders University may choose to increase the resulting offers for some 
courses, this may not necessarily translate to an increase in load for all courses, due to the 
increased competitiveness. Accompanying such shifts in student load is a likely increase in 
the associated uncertainty, necessitating development of accurate and more precise student 
load projections to base robust planning mechanisms on. This paper will focus on CGS load 
due to it corresponding to the majority of total student load and its changing funding 
structure. 

Commencing and continuing equivalent full time student load (EFTSL) are generally 
predicted separately. Commencing load, the focus of this paper, corresponds to students 
who enrol for the first time in a particular higher education course at a particular education 
institution, while continuing students include those who are not commencing (DEEWR 2011).  

Student load is dynamic and complex in nature, the details of which are frequently sought 
and are of great importance. Load forecasts are first generated when prospective students 
apply for higher education. Early forecasts are used to estimate student demand and, for 
example, to determine how budgets will be distributed across academic areas. This 
information is particularly important since it is also used to understand and plan for teaching 
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and room resources required to meet demand. Due to their great importance, early forecasts 
will be the primary focus in this paper. 

Background 
Flinders University has an emphasis on research and provides higher education to over 
17,000 domestic students mostly from the southern regional Adelaide population, and almost 
4,000 International students from around 100 countries. The University has a data 
warehouse which stores demographic, enrolment, admission and academic progression 
information about all current and previously enrolled students.  

All students who wish to enrol in higher education based on their Australian Tertiary 
Entrance Ranking (ATAR) scores achieved in year 12 apply through the South Australian 
Tertiary Admissions Centre (SATAC). Each applicant can include up to 6 courses as ranked 
preferences, and is asked to provide detailed personal information with their application. 
SATAC also stores ATAR scores and details of offers when they become available (SATAC 
2011). 

An issue with the current method of projecting commencing load is that it is too broad, is 
unable to provide answers to finer level load prediction questions, is sensitive to fluctuations 
and has unknown uncertainty, which all present a planning risk. The current projection 
method does not take full advantage of the information that is available both internally and 
externally, including SATAC resources.  

The University can, to some extent, control commencing load by decreasing the cut-off and 
hence increasing the number of offers. However, depending on multiple factors such as the 
demand and supply of each course, the University cannot be guaranteed that an additional 
offer will correspond to an enrolment and hence increased load. For instance, offers made in 
courses with demand much greater than supply are most likely to evolve into load, while the 
same cannot be said for courses with low demand and high supply. Currently there is no 
systematic mechanism of taking demand and supply associations into account when 
predicting load. 

An additional issue is that in the new funding environment supply and demand will change to 
varying degrees at the course level. Cut-offs will potentially be lowered to meet demand. 
Also, prospective students who are aware of the new competitive environment may apply for 
courses that were historically out of reach due to the high ATAR cut-offs. Hence, those 
students who’s ATAR is below historic cut-offs, or who would not have otherwise applied 
may be offered to enrol in the new environment. The likelihood of such offers evolving into 
load may differ from previous offers, and needs to be considered when forecasting load. 

The changes in load attributed to the new generation of enrolments are difficult to predict if 
projections are based purely on aggregated data. We may apply historic relationships 
between total applications and total completed load. However, any shifts in the profile of 
applicants entering a course makes load difficult to accurately predict at the aggregated 
level. For example, if in 2012 all applicants are accepted into their first preference, 
aggregated forecasting methods can only assume that offers evolve into load in the same 
way for first preferences as they did for the previous range of preferences, which is likely to 
be false. Methods applied at the aggregated level are undesirable in this scenario since they 
do not quantify the effect of applicant characteristics on completed load. 



Load forecasts are more appropriate if estimated at the disaggregated application level, 
since heterogeneous changes in demand and supply can be incorporated into forecasting 
methods. Naturally, this introduces complexities to the method of forecasting load, but can 
improve accuracy and precision at the same time.  

The University also wishes to develop a mechanism to predict applicant characteristics 
within a course which can be utilised when deciding whether and how to change the 
previous year’s cut-off and how this translates to predicted load.  

Aims 
An aim of this investigation is to assess the benefits of utilising information from SATAC and 
discover whether certain applicant characteristics are attributed to higher ATAR scores, and 
the likelihood of evolving into commencing load. This is investigated at the course level since 
the associations are likely to differ across courses, and to increase flexibility in load 
modelling. 

This paper compares performance of statistical models which incorporate prospective 
student characteristics that are available before enrolment, with an aim to more accurately 
predict eligible applicants and corresponding load. 

A secondary aim is to find the simplest method or process, or both. For this particular 
investigation, the simplicity is achieved by minimising the data sources used.  

Finally, the aim is to estimate the associated variability corresponding to these methods. 

Ultimately, this investigation aims to answer the question: 

Once early SATAC applications close, can the University predict the ATAR profile of 
potential students and the completed commencing load, and how well? 

Outcomes 
If successful, the new method will allow the University to make more accurate ATAR and 
load predictions. On a course-by-course basis, the method will predict how many students 
have an ATAR score that is above the previous year’s minimum cut-off score, and whether 
to update cut-offs based on demand, supply and other associated factors. Using predicted 
ATAR scores as an input, a second new method will forecast the total corresponding 
completed commencing load, used to estimate budget allocations. 

Literature Review 
While a limited amount of load modelling research has been published, some relevant and 
useful papers were produced for earlier AAIR Fora and are the focus of this literature review.  

Papers 
A recent investigation used Poisson and negative-binomial regression models to predict 
continuing load, due to the flexibility in accounting for students’ demographic and 
performance characteristics (Robert Aitken, Anne Young and McConkey 2011). The models 
were applied separately within each course to project the number of topics taken, which 
were then multiplied by the standard student load per topic. 



This paper also showed that while regression projections based on two and three-year 
baselines were most accurate, projections based on relatively simple methods also 
performed well. The approach suggested here will be considered when developing a method 
of predicting load.  

Another recent investigation used logistic regression to predict enrolments based on 
preferences (Lightfoot 2008). Explanatory variables that were used in the models included 
biological, demographic, prior education information and preferences details. A single model 
was developed for all courses. The final model included the following explanatory variables:  

• state of year 12 study 
• preference number 
• whether current or previous school leaver 
• broad course groupings  

 

A third paper (Matulick 2009), which focussed on continuing load, compared the accuracy of 
load predictions within most Australian Universities based on applying 4 and 3-year 
averages, and previous years progression rates to previous years load. The paper illustrated 
that larger sized cohort tend to have more stable progression rates, and hence have more 
accurate load predictions. The length of time used to develop progression rates varied 
across Universities, funding groups and the corresponding sizes. 

Summary 
The reviewed papers have provided some useful information for this investigation. While 
more complex than other traditional methods, regression analysis was considered for use in 
load predictions, and performed quite well. Some characteristics relating to prospective 
students, previously not used in Flinders University load modelling, have shown to be 
associated with increased likelihood of enrolments. Finally, the ideal length of time used for 
baseline data varies for different sized cohorts is not deterministic. These ideas are all worth 
considering in this investigation. 

Scope of this investigation 
This investigation considers SATAC applications within a single Flinders University course. 
Firstly, this investigation predicts final year-12 ATAR scores achieved by all SATAC 
applicants in 2010.  Load predictions are then made for those applicants whose ATAR 
scores are predicted to be above the previous year’s cut-off. 

This investigation seeks to find an improved robust method which warrants an extension to 
predicting all elements of commencing load and possibly continuing load. 

Data  
This investigation uses data extracted from SATAC with the following characteristics: 

• Final applications in years 2009-2010 
• Early applications in year 2010 
• All school leavers applying for the course of interest.  
 

  



Table 1: Details of applicant variables considered. 
Variable Details 
Raw ATAR ATAR score without course specific bonus 

points- Min=0, Max=100 
Final ATAR ATAR score with course specific bonus 

points- Min=0, Max=100 
Preference number Course preference, out of 6 
Postcode of permanent place of residence First 3 digits of SA postcode, all others 

collapsed into states 
Gender Male or female 
Age Grouped into <19, 19, 20, to 23, >23 
Applicant Type Australian SACE, Interstate/IB, or other, and 

International 
Year of school  
Highest educational attainment DEST E493 definition 
High School System Government, Independent or College 
 

Investigations also use Flinders University data including completed commencing load 
corresponding to each enrolment, during years 2009 and 2010.   

Methodology 
SPSS Version 18 will be the software used for analysis in this investigation. 

Investigations begin by assessing the separate effect of each explanatory variable on ATAR 
scores and load. This includes a simple regression with a single explanatory variable to 
perform t-tests of association. Such statistical testing provides evidence as to which 
variables should be included in multiple variable analyses.  

Secondly, this investigation is seeking a method that predicts the ATAR distribution among 
applicants, and the resulting load based on applying the previous year’s cut-off. It is hoped 
that the method is more robust to fluctuations in demand, and that can produce sound 
estimates as applications evolve.  

This entire process involves multiple steps, including: 

• Applying weights to early applications so that they approximately represent the final 
application population.  

• Predicting ATAR scores using regression models or other methods based on previous years 
data. 

• Using ATAR and student characteristics as inputs, predicting completed load using 
regression models based on previous year’s data. 

 

The scenario is best illustrated in the following table, which demonstrates the availability of 
data, and guides the process of predicting ATARs and load. Each row corresponds to an 
application, whether and when the prospective student applied, whether an offer was made 
for that application and whether it into completed load. 

  



Table 2: Example of evolution across applications, offers and enrolments. 
 Time 1 Time 2 Time 3 

Preference # Applications Applications ATAR Offers Completed 
Load 

1 Yes Yes <cut-off   
Yes No    
Yes Yes >cut-off X 1 
No Yes >cut-off X 0.5 

2 and above Yes No    
Yes Yes >cut-off X 0 
Yes Yes >cut-off X 0.5 
No Yes >cut-off X 0.7 
No Yes <cut-off   

 

This investigation is aiming to make ATAR and load predictions at a dynamic time point1, 
which can be as early as applications close. As illustrated in table 2, note that between time 
points 1 and 2, not only do more people apply, but some of the original applicants change 
their preferences. However, total changes in applications within a particular course are 
mostly greater than zero.  

The first part of the prediction process involves adjusting the representativeness of initial 
applicants to account for application growth. That is, each early application is given a weight 
to indicate the number of final applications it represents. The weighted combination of early 
applications approximately represents all final applications. Such weights, described in more 
detail below, are important when estimating ATAR distributions and load predictions. 

The second step predicts ATAR scores corresponding to applications at time point 1. 
Predictions are based on associations found within the previous year’s SATAC applicants 
for the course of interest. ATARs are being predicted here for two reasons. The first 
includes predicting the distribution of ATARs to then predict whether the previous year’s 
ATAR cut-off requires adjustment. Secondly, since ATARs are related to load, ATAR 
predictions are then fed into load modelling processes. 

Based on predicted ATAR scores and other prospective student characteristics, the final 
step involves predicting completed load for applicant’s whose predicted ATAR is above the 
previous year’s cut-off. Again, associations among 2009 applicants whose ATAR was above 
the cut-off are used to develop 2010 load predictions. 

Weighting 
As time progresses, more prospective students apply, while a very small group withdraw or 
change their preferences. Hence, early predictions approximately form a subset of final 
applications. Since we are estimating the number of prospective students who will have an 
ATAR score above the previous year’s cut-off, early applications are treated as representing 
multiple applications. This introduces the notion of weights.   

The rate at which applications have grown in previous years for each individual course is 
difficult to measure retrospectively. However, the information is available and easily 
accessible for the combination of all undergraduate courses that prospective students apply 
for through SATAC.  



The following figure shows how the percentages of applications evolve each week, 
beginning when SATAC applications open in August and ending when applications close 
completely in early March. Percentages have been included since the total number of 
applications grows each year, and hence frequencies are not comparable. 

Figure 1 shows that the number of applications grows very quickly in the first seven weeks 
before early applications close. The rate of growth of the percentages slows down until the 
31st week. It is important to understand which time point ATAR and load predictions are 
made, to guide the representativeness of early applications and hence the size of 
corresponding weights. 

Figure 1: Cumulative Percentage of SATAC Undergraduate Applications -Years 2008-2011 

 

Figure 1 also shows that the cumulative percentage of applicants has grown quicker each 
year since 2008. Hence, when predicting the representativeness of early applicants, it is best 
to based it on the previous year’s cumulative percentage. 

For the purpose of this investigation, we use a simple and dynamic method of estimating 
each application’s weights. That is, each application’s weight (𝑊� wy) during week (w) and 
during year (y) = 

100
𝐶𝑢𝑚𝑢𝑙𝑎𝑡𝑖𝑣𝑒 𝑝𝑒𝑟𝑐𝑒𝑛𝑡𝑎𝑔𝑒𝑤,𝑦−1

 

This investigation uses the weights as an approximation. While such weights have no 
associated variability, they have associated bias which is unknown until applications are 
final. The associated bias can be estimated for this example since predictions are made 
retrospectively. 

Estimated Weight Accuracy 
For the purpose of this investigation, we are using applicants for the course of interest in 
2010, as at October 21, 2009. This corresponds to week 11 of the applications process. 
According to the previous year’s growth in applications, the estimated weight for such 
applicants: 
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𝑊�𝑤𝑦 =
100

83.86
 

= 1.19 

That is, each of the considered early applications represents 1.19 final applications. 

To estimate the associated total bias, we compare the estimated weight to the actual weight 
derived using the true cumulative percentage in 2010. That is: 

𝑊𝑤𝑦 =
100

83.21
 

= 1.20 

The estimated weight is one one-hundredth smaller than the true weight, which corresponds 
to less than 1% overall bias. 

To assess whether applying the same weight to all applicants is appropriate, we consider 
how early applicants are distributed across sub-categories of important variables, as 
displayed in the following table. 

Table 3: Distribution of early and late applications across sub-categories. 
Characteristic Sub-category % among early 2010 

applications 
% among all final 
2010 applications 

Preference # 1 28.1 29.6 
2 and above 71.9 70.4 

Broad state SA 87.1 87.8 
Non-SA 12.9 12.2 

Application 
Type 

Australian Interstate/IB 
year 12 applicant 

3.5 3.3 

Australian SACE/NTCE 
year 12 applicant 

39.4 35.0 

International current 
year 12 applicant 

5.4 4.5 

Other Australian 
applicant 

51.7 57.2 

The method of estimating weights is very simplistic. The application series used to derive the 
weights is quite smooth because it is based on all Australian undergraduate applications, of 
which there are many. It may be biased at finer levels, such as courses, since the rate of 
growth is likely to differ across them. While there is scope to produce more complex weights 
that are unique at the course and potentially other levels, there is likely to be little benefit of 
doing so since the table above shows that the early applications used in this investigation 
were reasonably representative of corresponding final applications.  

Note that while the flexibility in the form of deriving weights allows predictions to be made 
throughout the application process, the earlier ATAR and load predictions are made, the 
more volatile the estimates due to fewer applicants contributing to estimates and the 
potential associated weight bias. 



Modelling 
Regression estimation is a flexible but complex method which allows incorporation of 
multiple effects on estimation. However, it is not designed for forecasting, assumes complete 
representativeness of historic data and associations, and assumes no change in 
associations across time. While the assumptions are not usually strictly valid, the method 
may be an improvement compared with other, more simplistic methods, such as applying 
aggregated historic growth rates to produce ATAR and load estimates with unknown 
associated variability.  

This investigation assesses the use of generalised linear regression models (GENLIN- 
acronym used in SPSS) to predict an applicant’s ATAR score before it becomes available. A 
second GENLIN model is used to predict the corresponding completed load. GENLIN 
models cover a wide variety of statistical models such as linear regressions for normally 
distributed variables, logistic models for binary data and so on. GENLIN models are used 
here due to the flexibility in formulating models and in including both numeric and categorical 
independent variables. Also, the models provide a choice in distribution of the response 
variable, and the form of the function that links the response variable to the model. 

For the purpose of predicting ATAR scores, histograms are the primary diagnostic used to 
assess model effectiveness, since we are seeking a method that best replicates the 
frequency distribution, which is used when deciding the size of ATAR cut-offs.  

Aggregated summary statistics of predicted load values are the leading model diagnostics 
used when assessing the effectiveness of load predictions. This is because aggregated load 
predictions are of greater importance compared with predictions at the applicant level. 

Other Potential Methods 
Regression estimates have associated variability that is not explicitly added onto the 
estimates, and hence are smooth in nature. This is particularly evident when there is weak 
predictive power in the estimates.  While resulting aggregated estimates are unbiased, the 
associated error is potentially large. The primary purpose for load modelling is to aggregate 
predictions to a single summary measure. The associated unbiasedness is desirable, but the 
high volatility is not. For estimates that are required at a disaggregated level, such as ATAR 
predictions here, smoothness is undesirable.  

The notion of smooth estimates is particularly relevant here since this investigation predicts 
ATAR scores, which are then used for further analysis, including the process of updating cut-
offs and as an input to predicting load. This investigation seeks to find a method that 
produces ATAR estimates which are appropriate for the next stages of analysis. If 
regression estimation produces estimates that are too smooth, a recommended alternative 
method is donor imputation within cross-classifications of the explanatory variables identified 
as being significantly related to ATAR scores in initial investigations. Such a method of 
imputation carries through the variability into estimates, ensuring predicted ATAR 
distributions and associations with significant explanatory variables reflect that of historic 
data. Donor imputation also ensures ATARs predictions are within plausible ranges, 
something that is difficult to control using regression estimation of numeric variables. 

Exploration of donor imputation uses an iterative Markov chain Monte Carlo method that 
allows arbitrary patterns of unknown ATAR scores. The method of predictive mean matching 



is assessed, which copies across an observed ATAR from the previous year that is closest 
to the predicted mean of an unknown ATAR in the current year. 

Distributions 
Figure 2 includes ATAR scores for people applying for the course of interest through SATAC 
in 2010. Final ATAR scores, different to raw ATAR scores are considered here since they 
are unique to this course, and form the basis of admissions. Non-school leavers, who also 
apply through SATAC and do not have an ATAR score, are admitted into higher education 
on other bases, and hence are excluded from ATAR predictions.  

Figure 2: Distribution of the Final Australian Tertiary Admission Ranking Scores in 2010 

 

The next figure shows the distribution of completed load for all 2010 applicants whose ATAR 
scores were above the previous year’s cut-off. 



Figure 3: Load Distribution Among All 2010 Applicants With An ATAR Above Cut-Off 

 

As can be seen in both figures above, there are many applicants with legitimate zero ATAR 
scores and zero completed load. The zero scores do not relate to a specific cohort of 
applicants. Hence, it is difficult to predict with certainty those applicants who achieve zero 
scores. These bimodal distributions add complexities to the modelling processes. 

GENLIN modelling can cover linear regression of gamma, inverse Gaussian, Tweedie, 
negative binomial, Poisson and normally distributed response variables. This investigation 
identified that the Tweedie distribution best describes ATAR scores and load, evidenced by 
more favourable measures of goodness of fit, histograms and summary statistics of 
predictions. This distribution combines the qualities of a discrete Poisson and continuous 
gamma distribution by having a positive probability mass at a single value, 0 and by taking 
non-negative real values.  

Other Modelling Specifications 
No scaling weight, commonly used to adjust for heterogeneous variability, is used. Each 
potential student has the same weight, and load is expected to follow the same distribution 
for all other students. 

The log link function, which relates the distribution of either ATARs or load to a linear 
combination of the predictors and an intercept term, is used since it provides the most 
desirable model properties. 

Hence, the form of the statistical model is as follows: 

ln(𝐸(𝑦)) = 𝑋𝛽 + 𝑂 

Where X is a combination of the explanatory variables, whether they are scale, categorical 
or interactions; O is an offset variable that is analogous to an intercept term, and E(y) is the 
expected value of the predicator variable. 



The model is fit at the course level and each applicant, who applies once per course, is 
treated as an observation. All applications used in the model are independent, meeting one 
of the fundamental GENLIN modelling assumptions. 

Modelling Process 
Model development begins with a saturated model that includes all two-way interactions. A 
backwards stepwise regression process is used to remove all variables that are not 
statistically significantly related to ATAR or load, at the 5% level. 

The accuracy and precision of 2010 ATAR and load estimates is compared with true ATAR 
and load distributions in 2009 and 2010. 

Estimation 
SPSS is able to produce predictions, and associated standard errors of marginal estimates 
when developing and applying regression modelling. For the purpose of this investigation 
RSEs are calculated by using the outputted standard errors and the aggregated load 
estimate. The form of the estimated RSE is as follows: 

𝑅𝑆𝐸(𝐴𝑔𝑔𝑟𝑒𝑔𝑎𝑡𝑒𝑑 𝐿𝑜𝑎𝑑)� =  
�𝑉𝑎𝑟𝚤𝑎𝑛𝑐𝑒(𝐴𝑔𝑔𝑟𝑒𝑔𝑎𝑡𝑒𝑑 𝐿𝑜𝑎𝑑)�

𝐴𝑔𝑔𝑟𝑒𝑔𝑎𝑡𝑒𝑑 𝐿𝑜𝑎𝑑�  

=  
�∑ 𝑉𝑎𝑟� 𝑖 − 2∑ ∑ 𝐶𝑜𝑣� 𝑖𝑗𝑗𝑖≠𝑗

𝑒𝑎𝑟𝑙𝑦 𝑎𝑝𝑝𝑙𝑖𝑐𝑎𝑛𝑡𝑠
𝑖

�∑ 𝑤�𝚤𝐿𝑜𝑎𝑑� 𝑖
𝑒𝑎𝑟𝑙𝑦 𝑎𝑝𝑝𝑙𝑖𝑐𝑎𝑛𝑡𝑠
𝑖 �

 

=
𝐸𝑠𝑡𝑖𝑚𝑎𝑡𝑒𝑑 𝑆𝑡𝑎𝑛𝑑𝑎𝑟𝑑 𝐸𝑟𝑟𝑜𝑟 𝑜𝑓 𝐴𝑔𝑔𝑟𝑒𝑔𝑎𝑡𝑒𝑑 𝐿𝑜𝑎𝑑 𝐸𝑠𝑡𝑖𝑚𝑎𝑡𝑒

𝐴𝑔𝑔𝑟𝑒𝑔𝑎𝑡𝑒𝑑 𝐿𝑜𝑎𝑑 𝐸𝑠𝑡𝑖𝑚𝑎𝑡𝑒
 

Where 𝑣𝑎𝑟� 𝑖 is the estimated variance of an applicant’s load estimate, 𝑐𝑜𝑣� 𝑖𝑗 is the estimated 
covariance between each pair of applicant’s load estimates, 𝑤�𝑖 is an applicant’s estimated 
weight and 𝐿𝑜𝑎𝑑�𝑖 is an applicant’s estimated load.  

Where the sum of weights underestimates the population size, corresponding load estimates 
are also under-estimated and hence biased. The size of the bias, estimated by the difference 
between the estimated and actual load, is incorporated into variance estimation. The 
resulting measure is a Relative Mean Square Error (RMSE) instead of an RSE, where the 
form of the RMSE is: 

𝑅𝑀𝑆𝐸(𝐴𝑔𝑔𝑟𝑒𝑔𝑎𝑡𝑒𝑑 𝐿𝑜𝑎𝑑)� =  
�𝐵𝚤𝑎𝑠2(𝐴𝑔𝑔𝑟𝑒𝑔𝑎𝑡𝑒𝑑 𝐿𝑜𝑎𝑑)� + 𝑉𝑎𝑟𝚤𝑎𝑛𝑐𝑒(𝐴𝑔𝑔𝑟𝑒𝑔𝑎𝑡𝑒𝑑 𝐿𝑜𝑎𝑑)�

𝐴𝑔𝑔𝑟𝑒𝑔𝑎𝑡𝑒𝑑 𝐿𝑜𝑎𝑑�  

Future predictions will be unable to estimate the associated bias until after applications are 
final and hence RMSEs are under-estimated. While this is an unfortunate consequence of 
predicting load before applications are final, the sizes of RMSEs in this investigation are 
mostly attributed to the variance components, rather than the bias components. 



Bivariate Analysis 

ATARs 
Regression analysis found that the following applicant characteristics are statistically 
significantly related to final ATAR scores, at the 5% level: 

• Age groups (p-value<0.001) 
• Application type (p-value<0.001) 
• Sex (p-value=0.002) 
• School year (p-value<0.001)  
• School System (p-value<0.001) 
• Highest education attainment (p-value<0.001) 
• Raw ATAR (p-value<0.001) 

All the above-mentioned variables will be included in later ATAR modelling processes. 

The following variables are not significantly related to final ATAR scores: 

• Preference number (p-value =0.137) 
• Broad permanent residence postcode (p-value=0.109) 
• School state (p-value=0.556) 

While school year and age are both significantly related to final ATAR scores, both cannot 
be included in a multiple variable models, since the two are very strongly correlated. We are 
not trying to understand the cause of this association; rather, we are just trying to improve 
ATAR predictions. While both are strongly related to ATARs, age-groups will be used in later 
analysis, since they are more strongly related to ATAR, and include fewer classes which are 
less sparse, producing less volatile modelling results. 

Raw ATARs were utilised since by definition they are very strongly correlated with final 
ATARs, and they are available for applicants who complete year 12 in earlier years. These 
investigations take advantage of this knowledge to improve final ATAR predictions. 
However, an issue with including raw ATAR scores in statistical models is that when they are 
missing for current year 12 students, the model does not provide appropriate final ATAR 
predictions. Either the method incorrectly treats missing raw ATARs scores as an average of 
all other raw ATAR scores, or it excludes the observation from predictions, depending on the 
user’s specifications. Solutions to this are discussed later. 

An interesting finding is that the location of residency is not related to ATAR scores. This is 
likely to be due to the sparse nature of the data. Investigations into further collapsing of 
postcodes are recommended, but are not carried out in this investigation.  

Load 
The following variables are statistically significantly associated with load, assessed at the 5% 
level: 

• Final ATAR (p-value<0.001) 
• Preference number (p-value<0.001) 
• Whether resided in South Australia (p-value=0.025) 



All three variables that are significantly related to load will be included in the initial multiple-
variable load model. Only the final ATAR variable is included as a numeric explanatory 
variable. While various transformations of ATAR are considered, the untransformed version 
produces the best model fit. 

There is not enough evidence to suggest that the following variables are significantly related 
to load: 

• Applicant description (p-value=0.058) 
• Sex (p-value=0.655) 
• School year (p-value=0.554) 
• Age-groups (p-value=0.300) 

The applicant description variable is just above the p-value cut-off for providing statistical 
evidence of it being associated with load. The lack of statistical power may be due to the low 
degrees of freedom. It would be interesting to see whether this would change if more years 
of data are used in model development. 

It is interesting to note that there is not enough evidence of either sex or age being related to 
load. While motivation and transition to study seems to be uniform across these variables, 
this association may differ for other courses.  

For completeness, the variables not significantly related to load are included in further 
modelling processes. 

Multivariable Prediction Methods 

ATAR Predictions 

Modelling 
Following backward stepwise regression, the final GENLIN model included the explanatory 
variables listed in table 4. 

Table 4: Description of final model explanatory variables. 
 Variable P-value Details 
Independent 
effects 

Age groups <0.001 Older applicants generally had higher final 
ATARs 

Raw ATAR 0.057 Raw ATARs positively associated with final 
ATARs 

Applicant type <0.001 ‘Other’ applicants generally had lower final 
ATARs 

Academic attainment <0.001 Attainment levels 5 and 7 achieved higher 
final ATARs 

Interaction 
effects 

Age by Raw ATAR <0.001 Older applicants with higher raw ATARs are 
likely to achieve a higher final ATARs 

Applicant type by Raw 
ATAR 

0.002 Higher raw ATARs among current SACE 
applicants are likely to achieve higher final 
ATARs 

Academic attainment by 
Raw ATAR 

<0.001 Higher raw ATAR and attainment levels 5 
and 7 associated with lower final ATARs 

 

Figure 4 displays the distribution of the predicted final ATAR scores for 2010 applicants.  



Figure 4: Generalised Linear Model Final ATAR Predictions for 2010 SATAC applicants 

 

An issue with using modelling for predictions here is that while the ATAR predictions are 
greater than or equal to zero, many are greater than 100, which is not plausible. An explicit 
range for numeric model predictions cannot be applied in practice in SPSS. 

A flexible alternative is to implement imputation while utilising the regression findings. 
Imputation can take into account the associations between final ATAR and the significantly 
related explanatory variables, and outputs predictions even when explanatory variables are 
missing. Donor imputation implicitly applies the above-mentioned distribution constraints.  
 

Imputation 
The imputation process first included the explanatory variables identified as being 
statistically significant in the regression-modelling phase. However, the removal of the 
academic attainment variable, inclusion of the preference number explanatory variable, and 
all two-way interactions achieves the most desirable results. That is, the distribution of 
imputed ATARs best matches that of 2010 actual ATARs, and the errors are homogenous, 
normally distributed and centred on zero. 

The following three figures compare the distribution of ATAR scores for 2009 and 2010 
SATAC applicants, to the distribution of the imputed 2010 SATAC early applicants. It shows 
that both the imputed distribution and the 2009 actual distribution are similar to the actual 
2010 distribution that is being predicted. 



Figure 5: Imputed ATAR distribution for 2010 SATAC applicants 

 

Figure 6: Actual ATAR distribution for 2009 SATAC applicants 

 

Figure 7: Actual ATAR distribution for 2010 SATAC applicants 

 

 



An alternative way of comparing the effectiveness of imputed ATARs to 2009 ATARs is by 
comparing the estimated percentage of applicants in 2010 who achieve an ATAR score 
above the previous year’s cut-off score. The results are included in table 5. 

Table 5: Comparison of estimated percentage of applicants above cut-off. 
Description Estimate % 
Actual percent above cut-off in 2010 53.2 
Percent above cut-off in 2009 51.5 
Imputed percent above cut-off in 2010 52 (RSE=8.2%) 

The imputed estimate is closer to the real percentage of applicants above the previous 
year’s cut-off. However, given that the relative standard error (RSE) of the imputed estimate 
is 8.2%, the imputed estimate is not significantly different to the percentage in 2009. Hence, 
both estimates are equally valid at the aggregated level. 

Table 6 provides estimates and actual number of applicants who’s ATARs are above and 
below the 2009 cut-off.  This table is useful for comparing the effectiveness of imputation 
predictions and previous year’s outcomes, and can assist future users when deciding 
whether to update cut-off scores.  

Table 6: Comparison of estimated population size across sub-categories. 
Preference # ATAR Predicted  

N- 2010 
N-  2010 N- 2009 

1 Above cut-off 176 190 189 
 55-<60 44 23 30 
 50-<55 17 23 15 
2 and above Above cut-off 628 622 486 
 55-<60 88 48 58 
 50-<55 87 45 38 
Total  1040 951 816 

Compared with final 2010 ATARs, the imputed 2010 ATARs are somewhat comparable to 
2010 ATARs. The advantage of generating imputed ATARs is that they are available at the 
applicant level. Hence predicted ATARs and other available applicant characteristics can be 
used as inputs into a process of predicting load at the applicant level.  

The final 2009 ATARs are generally more comparable with final 2010 ATARs, compared 
with predicted 2010 ATARs. However, if previous year’s ATARs are used instead of 
predicted ATARs, subsequent early load forecasts would not be able to utilise predicted 
applicant ATARs.  

This investigation uses ATARs predicted through donor imputation as an input into load 
modelling. 

Load Predictions 
Following backward stepwise regression, the final GENLIN load model included the following 
explanatory variables. 

  



Table 7: Description of final model explanatory variables. 
Variable P-value Details 
Preference 
Number 

<0.001 Higher preferences are associated with larger load 

Final ATAR <0.001 For ATARs over 60, higher final ATARs are associated with 
smaller load 

State resided 0.005 Applicants outside of South Australia are associated with 
smaller load 

 

No interaction terms are included in the final model since there is not enough evidence to 
suggest that they are related to load.  

Table 8 provides estimated completed load in 2010, Relative Standard Errors (RSEs), 
Relative Mean Squared Errors (RMSEs) and actual total load in 2009 and 2010, within sub-
categories of explanatory variables used in the final load model. The table compares the 
effectiveness of the load model estimates using predicted and actual ATAR scores. Take 
note that volatility is expected to increase with decreasing population size. 

Table 8: Estimates, RSEs and Actual Total Load, corresponding to applicants with ATAR 
above 2010 cut-off=66.35  

Variable Category Total 
Load- 
2009 

Predicted  
Total Load- 2010 

Actual 
Total 
Load-  
2010 

Using 
predicted 
ATARs 

RMSE Using 
true 

ATARs 

RSE 

Preference 
number 

1 84.42 85.31 21% 90.76 21% 93.71 
2 and 
above 

47.63 58.23 13% 60.6 19% 57.12 

State 
resided 

SA 117.79 128.38 13% 136.95 12% 134.83 
Non SA 14.25 15.16 33% 14.40 30% 16.00 

Final ATAR <70 26.67 39.97 36% 37.55 30% 28.62 
70-79 61.75 65.83 15% 64.62 19% 63.50 
80-89 30.12 29.58 64% 37.68 22% 47.46 
90+ 13.50 8.16 65% 11.50 31% 11.25 

Total Load  132.04 143.54 13% 151.36 11% 150.83 
# Applicants  560 532  

(634 
weighted) 

 682  682 

Table 8 shows that load completed in 2009 is noticeably lower than load completed in 2010, 
and does not serve as a useful predictor of load in 2010, but rather as a useful predictor of 
the distribution of load across applicants. Fine and broad level load estimates based on 2010 
early applications data are comparable to the true completed load measures.  

The table also shows that load estimates produced before ATAR scores become available 
are generally quite close to the truth. Hence, there is some value in making early load 
predictions using early applicant SATAC data. Of course, the later such estimates are made, 
the more applications there are and more information becomes available. Hence load 
estimates are usually more accurate and precise. 



Total completed load estimates when predicted and actual ATARs are used are quite close 
to actual total completed load in 2010. RSE estimates corresponding to predicted ATAR 
scores ranged between 13% and 65%. RSE estimates corresponding to actual ATARs 
ranged between 11% and 31%, are comparatively lower and hence more ideal. Early 
estimates generally have larger volatility measures and are further from the truth. 
Conversely, estimates produced using true ATARs generally have smaller associated 
volatility and are closer to the truth.  

The load estimates are closer to true load quantities than the RSEs and RMSEs suggest. 
This is an indication of conservative volatility estimates which could be reduced if all 
covariance terms are included in estimation. Since this is difficult to implement within the 
GENLIN procedure in SPSS, it is recommended that future investigations assess the 
feasibility in estimating associated volatility using a form of replicate variance estimation. 

Discussion 
It will be necessary for planning to be more evidence based in the new higher education 
funding environment. While importance is placed on both commencing and continuing load, 
this investigation dealt with a small piece of the commencing load management puzzle. This 
paper evaluated methods to project ATARs scores in order to better understand the demand 
for courses. This paper then assessed the usefulness of basing load projections on ATAR 
predictions compared with true ATAR scores.  

Simple weights were derived and applied to early applications, so that in aggregate, they 
could represent approximately the same number of final applications. A dynamic method 
was used, allowing predictions to be made throughout the application process. Overall, the 
estimated weights for this investigation were close to the truth. However, they were 
negatively biased when considering only the applicants whose ATAR scores were above 
certain cut-offs. 

For the purpose of this investigation, imputation based on predictive mean matching was 
used to generate ATAR estimates. Imputation ensured that estimates fell within a feasible 
range, and followed a similar distribution to the actual ATAR distribution, warranting its use 
as an input into load modelling. 

Generalised linear models were used to predict load, assuming it followed a Tweedie 
distribution. The log link function was chosen because it provided the most ideal regression 
diagnostics. Load estimates, both based on estimated and actual ATAR scores were close 
to true completed load in 2010. However, estimates of volatility were quite large. While this is 
partially attributed to a lack of predictive power in the model, it is also likely to be attributed to 
conservative volatility estimates.  

While only one version of a regression method was applied here, corresponding estimates 
were much closer to actual load than completed load in the previous year.  

It is recommended that further investigations be conducted to assess the extension of the 
current or development of new models to make load predictions corresponding to all other 
applicants, for other courses and continuing load. Consideration needs to be made about the 
logistics of extending the methods developed here to predict other aspects of commencing 
load. For example, when predicting all components of load within a course through the use 



of a single model, the dependencies across these components need to be addressed within 
the model. Also, when predicting across courses, the complexity of a single model for all 
courses needs to be balanced with the development of a simpler model for each course. 

To keep the regression method applicable to all load estimates within the same course, we 
need to have available the same information for every applicant used in the modelling. For 
those applicants entering into higher education based on eligibility requirement, these 
applicants will not have ATAR information available. A proxy measure would need to be 
used in such a scenario. 

The methods developed here are suitable for use at any time point during the application 
process. However, the earlier in the application process estimates are made, the more 
volatile the estimates, because they are based on fewer observations. The method also 
allows the user to simulate the completed commencing load under a different ATAR cut-off 
score scenarios, based on changes in demand and supply of places within the course.  

While the process of predicting load had three steps, and was fairly complex, it achieved 
good load estimates. The process was simplified by minimising the data sources used to 
develop predictions, including internal load data, and SATAC applicant data. This paper 
provided evidence of value in incorporating applicant characteristics into the load modelling 
process. 

Limitations and Caution 
The models developed in this investigation apply only to students applying for the course of 
interest. The methods should be applied with caution to other courses, especially to other 
course types such as post-graduate courses, which students apply for via SATAC.  

When the open market begins, we anticipate that there will be a change in variability of and 
characteristics associated with ATAR scores and load, due to factors influenced by the 
higher competition. Hence, the assumption of representativeness of historic data is likely not 
to be valid. However, there is no better alternative, and the methods used for predictions 
here will at least take into account shifts in the applicant population within the new 
environment. Any models that are based on historic data and are used in future should be 
revised to take into account of such population changes.  

Imputation is designed to impute for randomly missing values within a dataset, which is 
strictly untrue in this scenario. Imputation, similar to regression, replicates the associations 
between ATAR scores and the explanatory variables used. Without any other information in 
regard to changes in associations within the population of interest, imputation achieves the 
most desirable results. 

Further Research 
It is recommended that future investigations consider the benefits of using more historical 
data in constructing imputation and regression models, identifying the right balance between 
sample size and representativeness of the data used for forecasting. The more data that is 
used, the more degrees of freedom there are. However, under the new funding environment, 
there is likely to be changes in associations.  Further investigations would identify the extent 
of this. 



As mentioned earlier, it is recommended that further investigations be conducted to assess 
the extension of current or development of new models to make predictions for other 
courses, and other load corresponding to all other applicants. Such research should identify 
whether other components of load can be predicted in the same models, or whether they 
should be predicted separately.  

For either of the two extensions mentioned above which investigate the use of modelling 
multiple components of load within the same model, the assumption of independent 
observations may no longer hold. Hence, other statistical models, known as generalised 
estimable functions, will need to be used to incorporate dependencies between applicant’s 
multiple applications.   

It is recommended that the scope of this investigation be extended to develop methods for 
predicting continuing load. This is likely to include the development of updated models that 
include different explanatory variables available within enrolment and load data in the 
university. 

Since there is evidence of over-inflated volatility measures and it is difficult to implement 
within the GENLIN procedure in SPSS, it is recommended that future investigations assess 
the feasibility of estimating associated volatility using a form of replicate variance estimation. 
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